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ABSTRACT

Fractional gradient descent (FGD) introduces power-law memory into optimization through the
Caputo fractional operator and has the potential to improve stability in ill-conditioned and noncon-
vex problems. In practice, however, its direct use is limited by the high cost of evaluating the full
history-dependent convolution.

This paper develops a practical framework for Caputo-based optimization by constructing fast-
memory realizations of the fractional descent direction. A sum-of-exponentials (SOE) representa-
tion replaces the power-law kernel by a small number of recursive modes, while a Dyadic Hierar-
chical Discrete Convolution (DHDC) compresses the gradient history through dyadic aggregation
while preserving the long-memory structure of the Caputo kernel. Both approaches significantly
reduce the computational and memory cost of fractional updates without truncating the history.

On the theoretical side, the analysis is carried out through a Caputo-consistent fractional di-
rection and then extended to the practical fast-memory algorithms through a perturbation argu-
ment. Under µ-strong convexity and L-smoothness, monotone descent, and linear convergence
are obtained under explicit step-size conditions, and the fast-memory approximations are shown
to preserve the convergence behavior of the fractional scheme when the approximation error is
sufficiently controlled.

The proposed FGD with SOE/DHDC is evaluated on battery state estimation, stochastic signal
estimation, and CIFAR-10 image classification. Across these problems, the fast-memory frac-
tional methods show more stable optimization behavior and competitive or improved performance
relative to classical gradient descent and truncated fractional approaches, while maintaining sub-
stantially lower computational and memory cost than direct full-history implementations.
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